
In the early days of recording, engineers 
and sound designers faced an ongoing 

struggle to preserve audio fidelity. Capturing 
or playing back audio from an analogue 
recording medium would always add a 
certain amount of unwanted sonic artifacts 
and distortion to the signal, caused by the 
noise present in electrical circuitry. In fact, 
even the basic act of storing recorded audio 
on a format like magnetic tape would incur a 
degree of degradation over time.

In analogue recording terms, this meant that 
almost any decision to edit, bounce or process 
an audio track had to be weighed up against a 
subsequent loss in fidelity. A practical solution 
emerged in the early 70s, when companies 
including Denon and the BBC pioneered the use 
of two-track digital audio recorders. In simple 
terms, digital audio is a method of representing 
an analogue audio signal as a series of 0s and 1s.

When an audio signal is converted into a 
digital representation, it can be copied, edited 
and moved around indefinitely within the digital 
realm without any inherent loss in fidelity. 
Actions such as changing an audio track’s 
volume level can be performed digitally with 
generally imperceptible signal degradation – 

which is only caused when digital values need to 
be rounded up or down during multiplication or 
division – and it also means that any process or 
edit can be reversed easily.

The digital revolution
The earliest digital audio devices were simple 
two-channel stereo recorders. However, as 
computer technology has progressed, the scope 
to do more within the digital realm has 
significantly broadened. Nowadays, a modern 
home computer can effectively play the role of 
an entire recording studio – mixing dozens of 
tracks together, enabling virtually unlimited 
processing and giving engineers the ability to 
edit tracks at a level of precision never possible 
on any analogue medium.

Over the next ten pages, we’ll guide you 
through some of the fundamental ways in  
which digital audio has revolutionised the 
nature of modern music production, from 
multitrack audio recording and editing, through 
to various methods of processing and 
manipulation. We’ll do this in both the software 
DAW and sampler, the latter being a supremely 
flexible and creative tool for digital audio 
recording and playback.

In the second of five monthly 
tutorials for beginners, we look at 
the fundamentals of recording, 
playing, manipulating and editing 
audio in your software DAW and sampler
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Linear audio vs sampling

In the software DAW (digital audio 
workstation), your audio files and 
recordings exist as raw data on your 
computer’s hard disk and in its memory. 
This enables software developers to provide  
endlessly flexible and creative ways for you 
to arrange, edit and manipulate them.

As a digital audio file tends to involve 
quite a sizeable chunk of data, and editing 
or manipulating it within a DAW is usually 
done via a scaled-down graphical 
representation of the audio’s analogue 
waveform. Having audio tracks represented 
alongside each other graphically on a grid 
and timeline enables us to see where each 
instrument comes in and roughly what 
happens throughout its progression, all in 
direct relation to the other audio tracks.

Digital audio represented in this manner 
is known as ‘linear’. However, there’s 
another approach to working directly with 
audio, called sampling. Using a sampler 
instrument plug-in typically involves 
importing one or more digital audio files 
directly into it, from where it/they can be 
edited and manipulated. To play the audio 
files back, you trigger sounds with MIDI 

note events on your 
keyboard, then 
record (or draw) them 
into your arrangement.

While both approaches 
can be used somewhat 
interchangeably – many 
producers preferring one 
over the other – each 
offers its own advantages 
and limitations…

The long haul
Let’s first get to grips with 
linear audio, which is 
almost always the best 
choice when working with longer sections 
of sound – such as audio recordings of 
guitars, drums or vocal tracks – as it makes 
editing and positioning audio data very 
visual and intuitive. For example, by using 
your DAW’s scissors tool, you can cut an 
audio track into two sections, whereupon 
any unwanted gaps or background noise 
can be trimmed out before rejoining the two 
sections into the final take.

To give another example, if you’re 
working with a recorded drum track, you 
may want to make numerous tiny cuts 
and trim short bits of audio out to improve 
the timing and fix any sloppy hits captured 
in a take. With linear audio, this kind of 
editing tends to be very straightforward, as 
you can see all of your audio data 
represented visually in line with the rest of 
the arrangement.

Short but sweet
Sampling, on the other hand, is often the 
preferred method of working with shorter 
snippets of audio, particularly when you 
require some kind of performance variation 
during playback. For example, when using a 
single snare drum sample, you might want 
to trigger each hit at a slightly different 
volume level for authenticity.

One of the biggest creative benefits of 

sampling is that it enables audio files to be 
played back as MIDI instruments. A single 
bass note sample can be mapped across a 
MIDI keyboard, then played much like a 
synthesiser. It will respond to pitch changes 
by either slowing down or speeding up 
sample playback, can play for as long as a 
note’s held (or not, if you prefer) and can be 
configured to respond to note velocity (how 
hard you hit the keys).

Samplers also enable you to set loop 
points in an audio file, whereby playback 
will continually cycle through a certain 
section of audio for as long as the note 
event triggering it is held. This enables you 
to turn a short bass or synth sample into a 
continuous tone, which can then be 
modified further by setting volume and 
filter envelopes – emulating the natural 
attack, decay and release of a performance 
instrument’s volume and tone.

Whichever approach you’ll end up 
favouring will most likely come down to 
how you prefer to think about music and 
audio – it’s possible to construct melodies 
using short snippets of linear audio, aided 
by pitchshifting and volume envelopes, just 
as it’s possible to work with long audio 
recordings being triggered from a sampler. 
Generally speaking, though, each situation 
will suggest one approach or the other.

In digital audio, the level of detail at which 
an analogue audio signal can be captured, 
stored and recreated largely dictates the 
resultant sound quality. A digital audio file 
comprises a string of samples – ie, tiny 
snapshots in time, each representing the 
amplitude of the analogue audio signal at 
that particular moment.

In terms of recording, the sample rate 
refers to how many samples per second 
we’re using to capture an incoming audio 
signal. Using a high sample rate can mean 
that you’re taking tens of thousands of 
samples per second, thus more accurately 
capturing the fast fluctuations present in 
any audio signal you’re recording.

A low sample rate takes fewer snapshots 
and is therefore less able to represent the 
signal clearly. With fewer samples, higher 
frequencies that cause faster fluctuations in 
the audio signal can’t be captured as 
accurately and are prone to incur what’s 
known as aliasing – think of spinning car 
wheels or helicopter blades in films, where 
the object is rotating faster than the film 
format can capture, which causes it to 
appear as if it’s moving at a much slower 
pace or even going in reverse.

According to Nyquist’s sampling 
theorem, a signal can be perfectly 
reconstructed when the sample rate is 
twice as high as the highest frequency 

being sampled. So if the highest frequency 
of an audio signal is 1kHz, sampling it at 
2kHz should result in a perfectly 
represented audio signal.

Bit-depth, on the other hand, refers to 
the number of digital bits used to 
represent each sample. In other words, 
the resolution we’re using to capture the 
amplitude of the signal at any given 
moment. A higher bit-depth enables us to 
track smaller fluctuations in the incoming 
signal, and, as there’s a greater range of 
values between the highest and lowest 
signals we can represent, dictates the 
dynamic range and signal-to-noise ratio 
of a digital audio signal.

Bit-depth and sample rate
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With software samplers like Native Instruments’ Kontakt, you can 
trigger short snippets of audio from your MIDI keyboard

The linear audio functionality of DAWs such as Propellerhead’s Record 
makes editing long recordings beautifully intuitive
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File formats
The standard format for 
uncompressed digital audio is PCM 
(Pulse Code Modulation), which is 
typically stored as WAV files on PC 
and AIFF files on Mac, although 
both systems can play back either 
format. PCM holds samples taken at 
uniform intervals, and can be used 
to represent audio with any 
combination of sample rate and 
bit-depth, within reason. This makes 
it the ideal choice for recording 
applications – it gives 
uncompromised audio quality, as 
well as the ability to create very 
high resolution masters. 

The only real drawback of PCM is 
its size. A few full tracks of 
uncompressed 96kHz/24-bit audio 
will require a substantial amount of 
hard drive space, which, in this 
day and age, can make sharing 
projects and getting involved in 
collaborative efforts over the 
internet a somewhat slow and 
frustrating experience.

FLAC is a lossless compressed 
audio format, which means the size 
of the file can be reduced without 
any apparent loss in data or sound 
quality. FLAC can typically 
compress audio files by around 
30-50%. This has made it the first 
choice format for high quality music 
downloads or those recording their 
own CD or vinyl collections.

MP3 is a hugely popular audio 
format, employing loss-inducing 
data compression – high data 
compression rates can be achieved, 
but at the expense of sound quality. 
MP3’s success stems from the fact 
that it can represent reasonably 
good audio quality at sometimes 
less than 10% of the size of the 
equivalent PCM file. This makes 
storing music and uploading/
downloading it to/from the internet 
much more manageable. However, 
the resultant loss in quality makes it 
a less than ideal choice for most 
recording applications.

Lastly, REX is a lossless 
compressed audio format, which is 
especially designed for looped 
passages of audio that are created 
in Propellerhead’s ReCycle 
software. A REX file will typically 
contain a looped section of audio, 
which has been chopped up into a 
string of shorter individual events, 
all represented as separate hits. 
This means looped sections of audio 
can be imported straight into your 
songs, where they’ll map 
themselves to the tempo and 
groove of your track. It also makes 
editing loops very straight forward, 
as individual hits can be rearranged 
or assigned their own channels, and 
can also be tuned independently.

To play a drum loop as linear audio in 
a DAW, the first thing we need to do is 

make sure we have a fresh audio track to 
work with. Any audio file dragged onto 
this track will be simply played back on 
the timeline. We also set our loop markers 
(the left and right indicators) over one bar, 
as shown, and engage the Loop switch.

1
To play a drum loop back using a 
sampler, we first need to create a MIDI 

track and place a sampler plug-in on it. In 
Live, select the Device Browser on the 
left-hand side (second button down, as 
shown above), locate Simpler in the 
Instruments section and drag it onto a 
new MIDI channel.

1

Now we need to load a drum loop. In 
Ableton Live, this can be done using 

the File Browser on the left-hand side of 
the main screen. Audition your drum loop 
by clicking it, then drag it from the File 
Browser to the looped section on your 
audio track. Other DAWs may have their 
own browsers, or you can drag audio files 
in from Windows Explorer/OS X Finder.

2
With our MIDI channel selected, open 
the Disk Browser menu on the 

left-hand side of the screen and locate a 
suitable drum loop. Once you’ve decided 
on one you like, drag it into Simpler’s 
Sample Display in the Track View 
Selector, which you’ll find along the 
bottom of the screen.

2

Hit the Play button in the transport 
section. In Live, the loop should 

automatically play back in time with our 
track tempo. In other DAWs, you may have 
to adjust the tempo of the track or 
timestretch the audio file to get it looping 
smoothly – most professionally recorded 
loops give the tempo in the file name to 
help you out in this regard.

3
To trigger our sample, we need to 
send the Simpler module a MIDI 

message. Go into Live’s Session View (Tab) 
and double-click a spare clip slot on our 
MIDI channel to create a MIDI Clip. Using 
the Pencil and Arrow tools, create a 
one-bar-long note on C3. Upon playback, 
this probably won’t be in time, so adjust 
the track tempo until it loops smoothly.

3

 > Step by step   > Step by step  
 Playing back a drum 
 loop as linear audio 

 Playing back a drum 
 loop with a sampler 
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Working with digital audio in a DAW 
or audio editor gives you virtually 
unlimited scope when it comes to 
editing and processing. The audio 
channels in DAWs enable you to 
place and arrange all your audio 
tracks in relation to the timeline. 
Each channel generally 
corresponds to an individual mixer 
channel, too, on which track 
volume, panning and additional 
processing can be applied to 
everything on that channel.

Among the most common edits 
you’re likely to perform are ‘cuts’. 
Much in the same way an engineer 
could slice off bits of tape to 
remove unwanted noises or silence 
on a reel-to-reel recording, a digital 

audio editor enables you to select 
and remove unwanted bits of 
audio. You might do this to remove 
unnecessary silences on 
recordings – which would 
otherwise be taking up disk space – 
or to ensure that the track or 
sample you’re working on comes in 
at exactly the right moment.

Chopping mad
Being able to cut, copy and paste 
sections of audio also open up 
possibilities when it comes to 
rearranging tracks. For example, a 
single bar of recorded drums can 
be chopped up into a sequence of 
hits, which can then be pieced back 
together to create entirely new 

rhythms or add variations and 
embellishments to a regular beat.

Audio editors also enable you to 
timestretch and pitchshift tracks. 
The former involves changing the 
speed and duration of an audio file 
without affecting its pitch. For 
example, a slow beat can be sped 
up without changing the tone or 
tuning of the drums themselves.

Pitchshifting enables you to 

change the pitch without affecting 
the speed or duration of a sound – 
it can be used when you want to 
change the key of a recorded track, 
to name but one use.

Lastly, fades can be used to 
bring a track in gradually or fade it 
out smoothly, while the ‘reverse’ 
function plays an audio track 
backwards, and is most commonly 
used as a special effect.

“A single bar of recorded 
drums can be chopped up 
into a sequence of hits”
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 > Step by step   Cutting a drum hit out of a loop in Audacity 

There may be times when you want to 
cut a drum sound out of a loop, so you 

can use it by itself for constructing your 
own loops. An audio editor can be 
employed to isolate the hit from the rest of 
the loop and clean it up. We’re using the 
free Audacity, which is available at 
audacity.sourceforge.net.

1
The first thing you’ll want to do is find 
a suitable drum loop – clean sounding 

loops with well-spaced hits and very little 
reverb are usually easiest to work with. 
Load your drum loop and observe where 
the peaks and dips occur in its waveform.

2
Play your drum loop through a few 
times and notice which peaks 

correspond to which drum sounds – you’ll 
usually find the snare on the second and 
forth beats of the bar. Highlight each snare 
hit by dragging the mouse over them, 
then play each one individually to hear 
which hit sounds best in isolation.

3

Once you’ve located your snare hit, 
delete all of the unwanted sounds that 

come before it. Highlight everything to the 
left of the hit, leaving a tiny bit of space 
before it, so that you don’t chop the attack 
portion off, and press Delete.

4
Next, locate where the snare hit ends – 
if an additional sound, such as a hi-hat 

or kick drum, comes in before it’s faded 
out naturally, cut up to this point. In the 
same manner as the previous step, 
highlight and Delete everything you don’t 
need after the snare hit has played out.

5
You should now have your isolated 
snare drum roughly cut out of the rest 

of the loop. Zoom in and clean it up, 
deleting any unnecessary noise on either 
side of the snare itself, so that the sample 
starts cleanly and ends before any other 
noises occur.

6

Audio editing and processing



Appetite for 
destruction
There’s two ways in which a DAW or 
audio editor can process digital 
audio: it can either modify the 
samples in the audio file itself, or it 
can modify the way the samples are 
played back. The first of these 
methods is called ‘destructive’ 
editing, as it changes the samples 
themselves. For example, when you 
load an audio file into an editor and 
cut a section of silence out at the 
beginning, you’ve actually deleted a 
series of samples from the file, 
which will be gone for good as soon 
as you save the file.

‘Non-destructive’ editing 
involves changing the parameters 
or processes the computer employs 
when playing an audio file back. 
This can be illustrated by changing 
the start point for an audio clip in 
Ableton Live, which merely tells the 
software the point from which it 
should start playing the clip, 
without having to alter the audio 
file at all.

For convenience, and sometimes 
to save memory and resources, 
there are many situations in which 
destructive editing may be 
preferable – trimming unnecessary 
silence or noise from samples, 
applying CPU-intensive processes 
permanently, or when producing a 
master recording. The only 
drawback is that for every change 
you make to the source audio file, 
you’re altering and losing 
information from it – which can 
sometimes result in subtle but 
cumulative losses in fidelity, as well 
as eventually being unable to track 
back and remove certain processes 
or edits once they’re done.

When editing non-destructively, 
any processes are applied during 
playback. So, changing a track’s 
volume or panning in a virtual 
mixer are examples of 
non-destructive editing, as is 
processing a sound with plug-ins.

Adjusting clip lengths in Live is just one form 
of non-destructive editing

There are many reasons you might 
choose to process digital audio. It will 

generally come down to either fixing 
problems that make a particular sample 
difficult to work in a mix, or altering it 
creatively to achieve a certain sound. Here 
we’re processing our snare drum from the 
previous walkthrough in Audacity.

1
A common process when working 
with digital audio is to remove any 

unnecessary low frequencies or rumble 
with a high-pass filter or EQ. The reason 
for this is that low frequencies take up a 
lot of space in the mix and can easily clash 
with each other. Select Equalization from 
Audacity’s Effect menu.

2

To remove unwanted low frequencies, 
we need to draw a curve that drops off 

below around the 80Hz mark. This is done 
by double-clicking a point on the 
equalization graph at 100Hz, and another 
at 80Hz. Now simply drag the point we’ve 
created at 80Hz down as far as it will go.

3
You should find the wave looks a little 
cleaner. Unfortunately the tail end of 

our snare cuts off quite abruptly from 
where we cut it earlier. To smooth this out, 
let’s create a simple volume envelope to 
add a more natural decay. Select Fade Out 
from the Effect menu.

4

To make the decay sound natural, and 
give the sound a sense of space, we 

want to apply reverb. The first thing to do, 
however, is lengthen the sample to give 
the reverb time to ring out. Move the 
selector to the end of the sample and 
select Silence from the Generate menu. 
Add a few seconds of silence and hit OK.

5
Choose Plate Reverb from the Effect 
menu – you’ll need to have installed 

the additional effects from the Audacity 
website under Plug-ins and Libraries to 
be able to find them. Apply a 4-5 second 
reverb. You should now find that your 
snare sample is clean enough to use in a 
drum loop of your own making, cutting 
through clearly and ringing out naturally.

6

 > Step by step  Destructive processing of a drum hit 
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Loop slicing
Drum and instrument audio loops 
are a mainstay of computer-based 
music production. A loop is simply a 
recorded melody or rhythm pattern 
that can be played on repeat as part 
of a composition – drum loops are 
very popular, as they capture the 
natural characteristics of a live 
performance, which may be difficult 
to recreate or approximate when 
working with single-hit samples.

Loop slicing is a technique by 
which you rearrange and edit loops, 
while retaining their natural timing, 
as well as many of the other 
nuances of a live performance. For 
example, you may want to add 
playing variations to a drum loop, 
rearrange the beat completely, or 
change its timing to fit a different 
groove or tempo.

Not so long ago, loop slicing was 
done manually, by cutting your loop 
up into a number of blocks that 
could then be resequenced in 
whatever order you liked – many 
modern genres, such as drum ’n’ 
bass, evolved specifically from this 
technique. Nowadays, many DAWs 
and plug-ins offer automatic loop 
slicing facilities. This means the 
software can analyse an audio clip 
and find all of the points where it 
appears that notes or drum sounds 
begin. By chopping up the sample 
into a series of shorter samples at 
these points, the loop can easily be 
rearranged, and parts can be 
copied, repeated or removed 
completely to form radically 
different patterns.

Propellerhead’s ReCycle was one 
of the first popular loop slicing 
applications. It works as a 
standalone application, enabling 
you to create sliced versions of 
audio files, ready to be imported 
into compatible sequencers, such as 
Cubase and Reason, where the 
slices can be loaded with their 
relative spacing (timing) intact, 
then edited and switched around to 
create interesting variations.

Newer versions of Steinberg’s 
Cubase, amongst other DAWs, offer 
a similar form of loop-slicing that 
utilises hit points. With this, any 
audio file can be imported and 
analysed using hit-point detection, 
and once you’re happy with the 
location of each hit, the file can be 
cut into slices.

Many dedicated loop-slicing 
plug-ins exist, too. FXpansion’s 
Guru, Native Instruments’ Kontakt, 
plus iZotope’s iDrum and 
pHATmatik Pro all offer various 
forms of loop slicing and 
rearranging facilities, which you 
can use on any samples you like.

There are some processes that are 
better performed non-destructively – 

ie, in real time, as you go. A typical 
example of this involves helping a sound 
sit better in a mix, which is a subtle 
process that involves lots of small tweaks 
rather than drastic changes. With your 
snare drum now imported into your DAW, 
you can start to apply plug-ins.

1
First up, let’s apply a compressor 
plug-in to control the dynamics of the 

snare. This enables us to increase its 
snare’s average volume and adjust the 
sharpness of its attack. In Ableton Live, 
add a Compressor plug-in from the Device 
Browser, experiment with the parameters, 
then copy our settings.

2

Next, we need some EQ to control the 
brightness and clarity of our snare 

drum – we can also come back to it later to 
add presence in the mid-range or scoop 
out any frequencies that conflict with 
other elements of the mix. For now, drop 
in an EQ Three plug-in after the 
compressor with the Boost HiHats preset.

3
Adding a saturation plug-in is one of 
the easiest ways to increase the 

presence of a sound within a mix. 
Saturation can be thought of as a subtle 
form of distortion, enabling you to boost 
volume levels and keep things nicely 
controlled. Add the Saturator plug-in to 
our chain with the A Bit Warmer preset.

4

Now you’ve got a chain of three 
processes running in series on your 

snare drum sample. An advantage of 
non-destructive processing is that each 
one can be dropped out and brought in 
again at any time. Try switching the effects 
on and off (using the power button at the 
top-left of each plug-in), and listen to how 
they affect the sound.

5
Another advantage of non-destructive 
editing is being able to change the 

order of the processes at any time. 
Sometimes the result of changing plug-in 
order can be quite subtle; at other times, 
such as when running an EQ into a 
distortion plug-in, it can be more blatant. 
Try re-ordering the plug-ins used here to 
hear what we mean.

6
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 > Step by step   Creating a drum kit and beat in a sampler 

Creating a simple drum kit and beat is 
a standard starting point when 

building a track. The first thing you’re 
going to need is a collection of basic, 
neatly cut up and edited drum hits: a kick 
drum, snare and closed hi-hat should do 
for now. We’re using Live here, but any 
DAW and sampler plug-in will do.

1
We’re going to play our drum hits from 
a sampler plug-in, so we need to 

create a new MIDI track. We’ve done this in 
Live’s Arrangement view, from the Insert 
menu in the top bar, but you can also do it 
in the Session view by right-clicking a 
space in the Clip/Device Drop Area and 
selecting Insert MIDI Track.

2
Find the Impulse module in Live’s 
Device Browser on the left and drag it 

onto your newly created MIDI channel. Go 
to your File Browser and drag your kick 
drum, snare and hi-hat into empty sample 
slots within Impulse, which is a drum/
percussion-orientated sampler.

3

Now you should have three samples 
loaded and ready to trigger via MIDI. 

The next step is to create a MIDI clip by 
double-clicking one of the spare clip slots 
on your MIDI track (or drawing one in in 
most other DAWs). You’ll see that your 
samples are assigned to individual slots in 
the Note Ruler.

4
With your drum samples loaded and 
MIDI clip ready to use, you can get to 

work drawing your drum beat in with the 
Pencil tool, which you’ll find above the 
Clip/Device Drop Area. Enter a simple beat 
pattern, just as we have here.

5
Hit Play in the transport section and 
your beat will play back in a loop. It’s 

unlikely things will sound quite right at 
this point, so now you can go back to 
your Impulse module’s Track view and, 
by highlighting different sample slots, 
adjust the volume levels and decay times 
of each sample.

6

The first affordable digital samplers 
revolutionised home music 
creation when they were released 
towards the end of the 80s, 
providing a whole new sonic 
paradigm for producers to exploit. 
A sampler can be used to lift 
sections – creatively or otherwise – 
out of other people’s music, or it 
can be used to emulate 
instruments such as pianos, guitars 
and drum kits, by recording many 
notes and variations, and mapping 
them across the keyboard.

Today, a digital sampler can 
reside in your computer as a 
plug-in instrument. Popular soft 
samplers, like Native Instruments’ 
Kontakt, offer a vast range of 

built-in audio processing and 
performance controls, enabling 
you to construct complex and 
highly expressive instruments from 
your source material. There’s also a 
wide range of high quality sample 
libraries available on CD, DVD or via 
download, which typically 
comprise meticulously 
multisampled studio recordings 
of various instruments, along 
with often hundreds of 
performance patches.

When preparing a 
multisampled patch, the MIDI 
keyboard typically needs to be split 
up into various sections, with each 
one corresponding to a particular 
sample and/or set of playback 

parameters – including such things 
as start and end points, effects 
settings and volume envelopes. 
Setting up a multisampled drum 
kit, for example, would normally 
involve splitting the keyboard up 
into a series of single notes, each 
corresponding to a particular drum 
hit. However, a multisampled piano 
may not require a separate sample 
for each note on the keyboard, so 
the keyboard can be split up into a 
number of short sections of 
perhaps four or five notes each, 
where each sample can be pitched 
up or down a few semitones 
without losing too much of the 
piano’s natural quality.

Multisamples can also be 

divided based on other parameters, 
such as velocity. In such a case, a 
note played above a certain 
velocity may trigger a harder 
sounding piano sample, while a 
note played below a certain 
velocity may trigger a softer one. 
Many samplers also enable you to 
crossfade between two or more 
alternative recordings of a note, so 
that the transition from soft to loud 
sounds much more natural.

Unlike working with linear audio, 
a sampler plug-in typically sits on a 
MIDI channel, where rather than 
having sections of audio playing 
directly from your arrangement, 
MIDI notes are used to trigger the 
sounds of each key and its velocity.

Samplers and sampling



Recommended 
soft samplers
While many DAWs and trackers, 
such as Ableton Live, Apple Logic 
Pro and Renoise, have their own 
samplers built-in or provided 
through stock plug-ins, many still 
don’t, and in any case, there may be 
times when you require the more 
powerful sample management and 
manipulation tools offered by 
high-end third-party plug-ins.

Native Instruments’ Kontakt and 
Battery are among the most 
popular sampler plug-ins on the 
market. Battery is based around a 
sample grid – somewhat resembling 
Akai’s legendary MPC-series drum 
samplers – and is ideally suited to 
triggering drums and one-shot 
sounds. The grid layout also makes 
manipulating samples easy, with a 
very fast and efficient range of 
filters, effects and envelopes.

Kontakt, on the other hand, is a 
much more powerful beast, which 
includes wave editing and loop 
slicing, as well as a wide selection of 
different filter types, effects and 
performance modes. In fact, the 
scope for editing and manipulating 
sounds within Kontakt really makes 
it as much a synth as it is a sampler. 
There are many high quality sample 
libraries available, too, which are 
either compatible with or 
specifically designed for Kontakt, 
making it an ideal choice for 
soundtrack artists – it has largely 
taken the place of dedicated 
software sound modules, and it 
ships with a massive 43GB sample 
library of its own.

MOTU’s MachFive sampler costs 
a little less than Kontakt and offers 
quite similar power and 
functionality. MachFive features the 
Loop Lab, which enables you to slice 
loops, timestretch and perform 
advanced pitchshifting. It’s 
compatible with Kontakt, 
Gigasampler and EXS24 sound 
libraries, too, has a particularly 
easy-to-use interface and ships with 
a tasty 32GB sample library.

Steinberg’s HALion One is 
perhaps the simplest to use of the 
lot, and also costs much less than 
Kontakt, while still being 
compatible with all of the major 
sample library formats. This makes 
it ideal as a high-end yet 
wallet-friendly sample player.

When it comes to free options, 
discoDSP’s HighLife 
(www.discodsp.com) is a simple 
sample player, with an 
easy-to-access, synth-like interface 
for setting basic filtering, effects 
and volume envelopes. It’s an 
excellent freebie that all Windows 
and Linux users should check out.

When using a sampler to play melodic 
instrument samples, the principle is 

similar to that in our previous 
walkthrough. This time, though, we’ll be 
using Ableton Live’s powerful Sampler 
plug-in. First off, create a new MIDI Track 
and drop the Sampler instrument onto it.

1
We need a suitable bass sound to play 
from our sampler, so locate a simple 

and constant bass tone in your sample 
library and drag it onto Sampler’s 
waveform display. Click the two 
right-pointing arrows under Sustain 
Mode, so that it plays on repeat.

2

To get the sample looping smoothly, 
we’ll need to zoom in and set the Loop 

Start and Loop End points, so that we’re 
only looping a single cycle of the bass 
sample. Ensure that both loop points are 
on zero-crossings – the points where the 
wave crosses the horizontal axis, as shown 
above – to avoid nasty clicks.

3
Next we can add a volume envelope to 
our bass sample in order to give it a 

natural-sounding decay and release. 
Select the Filter/Global section in 
Sampler via the tab at the top, then set a 
531ms Decay, a Sustain level of around 
-20dB and a 531ms Release.

4

Now we can create a simple melody 
line for our bass sample. As before, 

create a MIDI Clip on the MIDI track and, 
using the Pencil tool, draw in a melody 
line (copy ours if you like). This will want to 
work rhythmically with the drum loop in 
some way, specifically marrying up to the 
kick drum pattern.

5
Press Play and you’ll hear our newly 
created drum loop and bass loop 

playing together. At this point, we can go 
back to our Sampler module and start 
tweaking some of the parameters, such as 
these ones, in the envelopes and filters 
section, to get them to compliment each 
other in the context of the overall mix.

6
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ROMpler 
stomper
There are certain instruments that 
are useful to have readily to hand at 
all times, such as pianos, strings and 
percussion. For situations like this, 
it’s often helpful to have a sound 
module (or ROMpler, as its also 
known) in your arsenal. These are 
essentially purpose-built sample 
playback devices that aren’t geared 
towards importing and editing your 
own samples.

A ROMpler will include a large 
library of pre-recorded samples and 
instrument patches, often divided 
up by category to make for fast and 
trouble-free navigation. Their ease 
of use, combined with the number 
of very high-quality instrument 
libraries available, has made them 
especially popular among film and 
TV composers. For example, 
Spectrasonics’ Omnisphere has 
become a big favourite of dance 
music producers and film 
composers alike, providing over 
40GB of atmospheric sounds 
captured from a wide range of 
acoustic sources, as well as vintage 
and contemporary synths, across 
over 1000 patches. The company’s 
Trilogy (recently updated to Trilian) 
module has also become a staple for 
many producers, featuring expertly 
multisampled bass guitars and bass 
synth patches.

When it comes to high quality 
orchestral instruments, though, 
Vienna Symphonic Library’s Vienna 
Instruments and East West’s 
Quantum Leap Symphonic 
Orchestra are among the premier 
choices for music professionals.

Meanwhile, the aforementioned 
Kontakt sampler from Native 
Instruments, while not strictly a 
sound module, has in many ways 
taken over the sound module 
market in recent years, due both to 
its popularity and the wide range of 
high quality sample libraries that 
are now available for it.

The amount of content available for Native 
Instruments’ Kontakt has made it a firm 
favourite with soundtrack composers

Kontakt’s built-in wave editor makes 
chopping up and rearranging loops 

easier than ever. To demonstrate, fire it up 
and find a suitable loop of about one or 
two bars in length. You can browse your 
hard drive for samples in the Files tab on 
the left – hitting the Auto button at the 
bottom of this panel auditions samples 
whenever you click on their file name.

1
Once you’ve found a suitable loop, 
double-click it and it should appear in 

the main window. To slice up and assign 
this sample across your keyboard, we’ll 
need to use the Wave and Mapping 
Editors. To bring these up, click the 
spanner icon to the left of your sample in 
the main window and click the Wave 
Editor and Mapping Editor buttons.

2

Scroll down to the Wave Editor – it 
should contain a waveform display. 

Click the Sync/Slice tab underneath, then 
select Use Beatmachine and Auto Find 
Empty Keys from the options available in 
that tab.

3
We want to chop this loop up 
automatically, so that each individual 

hit is clearly cut out. To do this, locate the 
Grid tab to the right of the Sync/Slice tab 
and select Auto. The loop should be 
neatly sliced on each hit.

4

Currently, our complete loop is 
assigned across the keyboard from 

notes C-1 to B7, so to make room for our 
chopped samples, we’ll need to limit its 
range and get it out of the way. Locate the 
Mapping Editor, just above the Wave 
Editor, and change this loop’s range from 
B7-B7 by dragging the left side of the 
yellow box in the Mapping window.

5
To assign our loop slices to separate 
keys on our keyboard, go back to the 

Wave Editor and click Drag MIDI to Host 
in the Sync/Slice menu. Each key on your 
keyboard will now correspond to a 
different sample slice, enabling you to 
play your slices back live, or return to 
your MIDI sequencer and rearrange the 
slices manually.

6
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make it loop seamlessly. The best point to 
loop a simple lead or bass tone is usually on a 
single-wave cycle. However, you’ll soon 
discover that any imperfections in the join 
result in unwanted buzzing sounds. To avoid 
this and improve your chances of being able 
to loop a tone smoothly, it’s once again a 
good idea to look for zero-crossings at which 
to set Loop Start and Loop End points.

SneAky peAkS
In digital audio, when a wave exceeds a 
certain level, anything above gets shaved off, 
which results in clipping. Digital clipping is 
not generally thought of as a desirable effect. 
It can be subtle or it can produce audible 
distortion, but the abrupt nature of digital 
clipping tends to make it fatiguing to 
listeners either way. Therefore, it’s very 
important to avoid clipping when making 
audio recordings, as it can’t be rectified later 

Find the zero crossing points, as shown here in Ableton Live, to get your samples looping cleanly

on. This is best achieved by recording at a 
decent bit-rate and choosing a recording 
level with enough leeway for loud notes to 
remain well within the safe range.

TreATIng your cuTS
Reverb is an effect designed to emulate the 
natural echoes and reflections of a sound in 
an enclosed space. So, as well as being useful 
for giving sounds a natural ambience and 
sense of space in a mix, reverb can be used to 
add tails to sounds and samples that end too 
abruptly. When cutting a snare drum out of a 
loop, you may find you have to cut the sound 
off before it’s had time to ring out naturally. 
To give just one application, you can use a 
volume envelope to smooth out an abrupt 
ending on your sample, then add a plate 
reverb to give a good approximation of a 
snare drum’s natural decay.

plumB The DepThS
As we’ve said, the bit-rate of a digital audio 
file refers to how many bits of information are 
used to represent each sample. A higher  
bit-rate means greater audio fidelity. So when 
recording audio at 16-bit, the only way to get 
a full quality recording is to record as close to 
the point where the wave clips (0dB) as 
possible, making full use of the dynamic 
range of the system – a recording that peaks 
at -6dB is effectively only 15-bit. This 
obviously isn’t always easy, so many modern 
soundcards enable you to record at higher 
bit-depths, such as 24-bit, which results in a 
much higher resolution recording without 
having to risk clipping the signal.

Zero TolerAnce
When cutting, pasting and deleting sections 
of digital audio, abruptly starting or cutting 
off a wave midway can result in an unnatural 
dropout, which often produces a click sound 
upon playback. To avoid this and other 
unnatural wave shapes when editing digital 
audio, it’s useful to pay attention to their 
zero-crossings. This is the point where the 
wave has no amplitude – in a graphical wave 
editor, it’s usually the middle point, marked 
by the horizontal axis. Many wave editors 
enable you to toggle automatically finding 
zero crossings when selecting sections of 
audio, so it’s wise to use these functions. 
Otherwise, you’ll need to zoom in and make 
sure you cut precisely at these points.

SmooThIng ThIngS ouT
Sometimes when making an edit, the zero 
crossing won’t be where you need it. For 
example, lengthy low frequency waves can 
make cutting out a sound cleanly on zero 
crossings quite awkward. However, in these 
situations, you can actually create your own 
zero crossing by using the Fade In and Fade 
Out functions of your sample editor or DAW. 
So, make your edits without being concerned 
about where the cuts occur on the wave, then 
zoom in and highlight any awkward joins and 
use the Fade In or Fade Out function to create 
a smoother gradient and avoid clicks.

In The loop
To turn a short sample into a continuous tone, 
you’ll need to find a point where you can 

Audio tips, tricks  
and pitfalls to avoid

To optimise the quality of your recordings, adjust your 
system’s audio capture settings to 24-bit

If you can’t find a zero crossing, create your own using 
fades to smooth out loop points and avoid clicks

It’s essential to avoid clipping your signals when 
recording, as such damage can’t be readily undone
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compreSS To ImpreSS
When recording digital audio from a live 
source, you can minimise noise levels and 
obtain optimal bit-resolution by getting the 
signal as loud as possible, just as long as you 
don’t risk any loud peaks clipping the signal. 
For this reason, it can sometimes be a good 
idea to record with some compression on the 
input going into the computer – this is also a 
good way to protect your soundcard or 
recording device from very loud peaks that 
may damage the circuitry. Many preamps 
feature built-in compression, otherwise an 
inexpensive, second-hand hardware 
compressor can be used between your 
preamp and recording device.

lISTen up
When working with digital audio, it can be 
easy to fall into the trap of making decisions 
based on what you see, rather than what you 
hear. The visual interfaces of modern DAWs 
have revolutionised the way we create music 
and work with audio, particularly when it 
comes to viewing and editing waveforms up 
close and in relation to track and time 
markers, as this makes correcting timing 
issues and removing unwanted noise 
extremely easy and accurate. However, 
certain aspects of music production, such as 
making arrangement decisions, can be 
somewhat falsely influenced by what you 
see, so make sure you’re paying more 
attention to your ears than your eyes, and 
even turn your computer monitor off from 
time to time and just listen. 

Don’t make arrangement decisions based on what’s 
onscreen – turn off your monitor and listen to your mix

When recording from outside the computer, using a 
compressor will help keep your signal from clipping


